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ArborPBI.com is the hosting site for my ongoing Power BI project for Arbor schools, bringing together resources, models, and reports that I continue to develop in my spare time. It grew from the collaborative problem-solving culture on Arbor HQ, where many of us shared examples and ideas, and where great community work can still be found today. Recognising that many schools simply don’t have the time or resources to create these tools themselves, I share these models and reports to make data more accessible and useful, because every student deserves to benefit from informed, data-driven decisions.
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When I first started, I had no knowledge of SQL and Russell Barnes kindly introduced me to the basics and helped me create some SQL code to get me started. Steve Livesey was also kind enough to provide me with copies of SQL code that he was using. Once I had a reasonable starting point, I was able to use CoPilot and ChatGPT to help generate some of the more complicated queries.
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The following paragraphs introduce some of the basic SQL concepts that were initially shared with me.
[bookmark: _Toc230338449]SELECT & FROM
In simple terms, SELECT determines what it is you want and FROM determines where you are getting it from.
[bookmark: _Toc230338448]FROM
The from statement is used to specify the source table to be used and has the syntax FROM (Schema.TableName). 
In the example below the ROLL_CALL_ATTENDANCE table is being selected from within the ARBOR_MIS_ENGLAND_MODELLED schema.
FROM ARBOR_MIS_ENGLAND_MODELLED.ROLL_CALL_ATTENDANCE

SELECT
Two options are used when deciding what fields (table columns to import). One explicitly specifies the fields to be included and the other includes all fields apart from the ones specified. Examples are given below:
Specifying fields to include
List the fields separated by commas.
SELECT
    STUDENT_UNIQUE_ID,
    DATE,
    PERIOD,
    RAW_MARK,
    MARK_CODE,
    MINUTES_LATE,
    IS_PRESENT,
    IS_POSSIBLE_ATTENDANCE,
    IS_AUTHORIZED_ABSENT,
    IS_UNAUTHORIZED_ABSENT
FROM ARBOR_MIS_ENGLAND_MODELLED.ROLL_CALL_ATTENDANCE
Specifying fields to Exclude
Select all fields (*) but EXCLUDE those in the brackets, separated by commas.
SELECT
    * EXCLUDE(APPLICATION_ID, STUDENT_ID)
FROM ARBOR_MIS_ENGLAND_MODELLED.ROLL_CALL_ATTENDANCE
WHERE
The WHERE statement is used to specify one or more conditions that should be met. In the examples below, the WHERE statement is used to time limit the data that is being imported. Two different approaches can be used for this as detailed below:
Using DATEADD
This example uses DATEADD as the basis for setting the date limits. Only rows that meet the WHERE clause are imported.
WHERE START_DATETIME >= 
DATEADD(
    YEAR,
    -1,
       CASE
           WHEN MONTH(CURRENT_DATE) >= 9 
               THEN DATE_TRUNC('YEAR', CURRENT_DATE) + INTERVAL '8 MONTH'
               ELSE DATE_TRUNC('YEAR', CURRENT_DATE) - INTERVAL '4 MONTH'
     END
  )
In the above example, START_DATETIME is the column name that contains the date information for each row in the associated table. If this date is greater than or equal to the date it is being compared against, then the row will be imported.
This works as follows: 
The DATEADD syntax is (interval, number, date). In the above the year is selected as the interval to be changed and the -1 takes one from that year. Negative values are used to get previous years with 0 being this year. The final part is to provide the date that is to be modified.
MONTH(CURRENT_DATE) returns the month of the current date as a number. In the above SQL code this is used to test to see whether or not it is 9 or higher (September or greater).
The DATE_TRUNC syntax is (interval,date). In this instance we use the ‘Year’ interval to return the first day of the year for the given date argument which in this case is CURRENT_DATE (today’s date). As an example, if today where 27/3/2025 this would return 1/1/2025.
The INTERVAL syntax is (value, unit). In the above code we are using 8 months and 4 months to add to and subtract from the date returned by the TRUC function. 
Example
If today’s date is 12/4/2025:
Month is not >=9 so
1/1/2025 from TRUNC
-4 months giving 1/9/2024 (start of the current academic year).
 This is then modified to remove a year (-1) to give a final date of 1/9/2023 (the start of the academic year one year ago).
If the date in the row is equal to or greater than the 1/9/23 then it will be imported.

This effectively only imports this year, and last year’s data based on the date in the rows.


Using DATEFROMPARTS
This example uses DATEFROMPARTS as the basis for setting the date limits. Only rows that meet the WHERE clause are imported.
WHERE START_DATE > =
   DATEFROMPARTS(
      CASE 
         WHEN MONTH(CURRENT_DATE) >= 9 THEN YEAR(CURRENT_DATE) -1
         ELSE YEAR(CURRENT_DATE) -2
      END,
      8,
      30
    )
Only rows that meet the WHERE clause are imported.
In the above example, START_DATE is the column name that contains the date information for each row in the associated table. If this date is greater than or equal to the date it is being compared against, then the row will be imported.
This works as follows: 
DATEFROMPARTS takes three values (Year, month, day) and uses them to return a date. In the above code the month and day are fixed to 8 and 30 respectively to give the 30th August (last day of an Academic Year). The Year used is based on the result of the CASE statement
MONTH(CURRENT_DATE) returns the month of the current date as a number. In the above SQL code this is used to test to see whether or not it is 9 or higher (September or greater).
YEAR(CURRENT_DATE) returns the Year of the current date.
Example
If today’s date is 12/4/2025:

	YEAR (CURRENT_DATE) is 2025
Month is not >=9 so -2 is taken from YEAR (CURRENT_DATE) giving 2023.
DATEFROMPARTS returns 31/8/2023.
If the date in the row is now equal to or greater than the 30/8/23 then it will be imported.

This effectively only imports this year, and last year’s data based on the enrolment dates in the rows.

[bookmark: _Toc230338450]Using a LEFT JOIN to combine data across tables
The syntax is:
SELECT column_names
FROM left_table
LEFT JOIN right_table
ON left_table.column = right_table.column

In the SQL code below:
An a. and a b. prefix are used to denote which table the fields come from in the SELECT statement. 
It is selecting all the fields from table a using a.* (the * is used to indicate all fields are to be imported). It is selecting a single field called ACADEMIC_YEAR_NAME from table b. 
The FROM statement now has the “a” after the table name to define it as table a
The LEFT JOIN (sometimes called the LEFT OUTER JOIN) combines rows from two tables. It ensures that every row from the left table appears in the result, regardless of whether there is a matching row in the right table. It also specified the name of the table that will be joined and includes the “b” at the end to define it as table b
The ON statement defines the fields in each table that will be used to link the two tables (note the a. and b. prefixes). In this case the rows will be linked if the field values are equal.
ACADEMIC_CALENDAR_DATES acts as the left table in the LEFT JOIN and ACADEMIC_YEARS as the right table based on their position in the ON statement. They are joined together by the two columns defined in the ON statement, in this case ACADEMIC_YEAR_UNIQUE_ID and ACADEMIC_YEAR_UNIQUE_ID.
SELECT
    a.*,
    b.ACADEMIC_YEAR_NAME
FROM ARBOR_MIS_ENGLAND_MODELLED.ACADEMIC_CALENDAR_DATES a
LEFT JOIN ARBOR_MIS_ENGLAND_MODELLED.ACADEMIC_YEARS b
ON a.ACADEMIC_YEAR_UNIQUE_ID = b.ACADEMIC_YEAR_UNIQUE_ID


Viewing the SQL Code
In order to view the SQL code, you will need to switch the Power BI Editor to the transform view, select the query and then view the source code. This is detailed below:

Enter Transform View
You access transform view as follows:
1. Open your dataset in the Power BI Editor.
2. Ensure you are on the Home menu.
3. Click on the Transform data icon to enter the data transform view.
[image: A screenshot of a computer
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Select a Query
On accessing transform view, the left hand side of the screen should look familiar to this and from here, you can click on a query to select it:
[image: ]


Select the Source
Once a query has been selected, the right hand side of the screen will update with the name of the query and its associated transform steps. If you double click on the Source step, then the Snowflake window will open.

[image: ]
Snowflake Window
When the snowflake window opens, it should look similar to this
[image: ]
You will note that the server and warehouse fields match the connection credentials you were supplied with by Arbor.
WARNING: The Database (Optional) field has to be completed if you wish to make use of an SQL statement. If you are creating new queries of your own, you will need to complete this field. Currently this is ARBOR_BI_CONNECTOR_PRODUCTION.
If you scroll the outer view window down, you will see the SQL statement window. Not all of the statement may be visible but you can use the inner scroll bar to scroll through the rest of the statement as shown below:
[image: ]

Clicking in this area will allow you to edit and change the SQL Code.

Converting an Existing Query to use SQL for the First Time
WARNING: If you previously loaded a query into Power BI and now want to use SQL with it, you will see a Navigation step immediately after the Source step in the transform steps list. You will need to delete this Navigation step if you are choose to use SQL:
[image: A white background with black text
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SQL Code uses in the ArborPBI Categorical Cohort Model
The following paragraphs detail the SQL Code used in the various queries along with an AI generated explanation of what the code does.

CAUTION:  AI was used to help speed up the documentation process by generating the AI Explanation sections in the following paragraphs. As such, the content should be treated with the usual caution attributed to AI generated results.
Fct_RollCallAttendance Query

Query Code
SELECT
    a.STUDENT_UNIQUE_ID,
    a.DATE,
    a.PERIOD,
    a.RAW_MARK,
    a.MARK_CODE,
    a.MINUTES_LATE,
    a.IS_PRESENT,
    a.IS_POSSIBLE_ATTENDANCE,
    a.IS_AUTHORIZED_ABSENT,
    a.IS_UNAUTHORIZED_ABSENT,
    a.APPLICATION_ID,
    b.DATE_OF_BIRTH,
    e.START_DATE,
    e.END_DATE

FROM ARBOR_MIS_ENGLAND_MODELLED.ROLL_CALL_ATTENDANCE a

LEFT JOIN ARBOR_MIS_ENGLAND_MODELLED.STUDENTS b
    ON a.STUDENT_UNIQUE_ID = b.STUDENT_UNIQUE_ID

LEFT JOIN ARBOR_MIS_ENGLAND_MODELLED.STUDENT_ACADEMIC_YEAR_ENROLMENTS e
    ON a.STUDENT_UNIQUE_ID = e.STUDENT_UNIQUE_ID
    AND a.DATE >= e.START_DATE
    AND (e.END_DATE IS NULL OR a.DATE <= e.END_DATE)

WHERE DATE >= DATEADD(
    YEAR,
    -5,
    CASE
        WHEN MONTH(CURRENT_DATE) >= 9 
        THEN DATE_TRUNC('YEAR', CURRENT_DATE) + INTERVAL '8 MONTH'
        ELSE DATE_TRUNC('YEAR', CURRENT_DATE) - INTERVAL '4 MONTH'
    END
)

AI Explanation
This query retrieves student attendance records from the last five academic years, and enriches those attendance records with:
1. The student's date of birth 
2. The student's enrolment dates for the academic year in which the attendance occurred 

Step 1: Choose the columns you want to see
SELECT
    a.STUDENT_UNIQUE_ID,
    a.DATE,
    a.PERIOD,
    a.RAW_MARK,
    ...
The SELECT statement specifies which columns will appear in the final results.
The query is pulling:
Attendance information
From table ROLL_CALL_ATTENDANCE (aliased as a):
· STUDENT_UNIQUE_ID – the student identifier 
· DATE – date of attendance 
· PERIOD – lesson/session period 
· RAW_MARK – attendance code recorded 
· MARK_CODE 
· MINUTES_LATE 
· IS_PRESENT 
· IS_POSSIBLE_ATTENDANCE 
· IS_AUTHORIZED_ABSENT 
· IS_UNAUTHORIZED_ABSENT 
· APPLICATION_ID 
Student information
From table STUDENTS (aliased as b):
· DATE_OF_BIRTH 
Enrolment information
From table STUDENT_ACADEMIC_YEAR_ENROLMENTS (aliased as e):
· START_DATE 
· END_DATE 

Step 2: Define the main table
FROM ARBOR_MIS_ENGLAND_MODELLED.ROLL_CALL_ATTENDANCE a
The FROM clause tells SQL where to start.
Think of this as:
"Begin with all attendance records."
The alias a is simply a shorter name for the table.
Instead of writing:
ROLL_CALL_ATTENDANCE.STUDENT_UNIQUE_ID
you can write:
a.STUDENT_UNIQUE_ID
which is much easier to read.

Step 3: Add student information using a LEFT JOIN
LEFT JOIN ARBOR_MIS_ENGLAND_MODELLED.STUDENTS b
    ON a.STUDENT_UNIQUE_ID = b.STUDENT_UNIQUE_ID
A LEFT JOIN adds matching information from another table.
This join says:
"Find the student record whose Student Unique ID matches the attendance record's Student Unique ID."
So if an attendance record belongs to student 12345, SQL looks up student 12345 in the STUDENTS table and brings back their date of birth.
Why LEFT JOIN?
A LEFT JOIN keeps all attendance records, even if no matching student record is found.

Step 4: Add enrolment information using another LEFT JOIN
LEFT JOIN ARBOR_MIS_ENGLAND_MODELLED.STUDENT_ACADEMIC_YEAR_ENROLMENTS e
    ON a.STUDENT_UNIQUE_ID = e.STUDENT_UNIQUE_ID
Again, SQL matches records using the Student Unique ID.
However, there is extra logic:
AND a.DATE >= e.START_DATE
This means:
The attendance date must be on or after the enrolment start date.
For example:
	Attendance Date
	Enrolment Start

	10-Oct-2024
	01-Sep-2024


This would match because October is after September.

Handling enrolment end dates
AND (e.END_DATE IS NULL OR a.DATE <= e.END_DATE)
This means:
The attendance date must either:
· fall before the enrolment ended, OR 
· the enrolment has no end date. 
END_DATE IS NULL usually means:
"The student is still enrolled."
For example:
	Attendance Date
	Start Date
	End Date

	10-Oct-2024
	01-Sep-2024
	NULL


This matches because the enrolment is still active.
Or:
	Attendance Date
	Start Date
	End Date

	10-Oct-2024
	01-Sep-2024
	31-Jul-2025


This also matches because the attendance date falls within the enrolment period.
The purpose of these conditions is to ensure that the query links each attendance record to the enrolment that was active on that specific date.

Step 5: Filter the results
WHERE DATE >= ...
The WHERE clause limits which rows are returned.
In this case, the query only keeps attendance records from the last five academic years.

Step 6: Work out the start of the current academic year
The query first determines when the current academic year started.
CASE
    WHEN MONTH(CURRENT_DATE) >= 9
This checks whether today's month is September (9) or later.

If we're in September or later
DATE_TRUNC('YEAR', CURRENT_DATE) + INTERVAL '8 MONTH'
Suppose today is:
15-Oct-2025
DATE_TRUNC('YEAR', CURRENT_DATE) becomes:
01-Jan-2025
Adding 8 months gives:
01-Sep-2025
which is the start of the academic year.

If we're before September
DATE_TRUNC('YEAR', CURRENT_DATE) - INTERVAL '4 MONTH'
Suppose today is:
15-May-2025
This produces:
01-Sep-2024
which is the start of the current academic year.

Step 7: Go back five years
DATEADD(YEAR, -5, ...)
Once the start of the current academic year has been calculated, the query subtracts five years.
For example:
	Current Academic Year Starts
	After DATEADD

	01-Sep-2025
	01-Sep-2020


So the filter becomes:
WHERE DATE >= '2020-09-01'

Plain English summary
This query:
Retrieves all student attendance records from the last five academic years, joins each attendance record to the student's date of birth and the enrolment record that was active on the attendance date, and returns attendance details such as marks, lateness, presence, and absence information.

Agg_ArborAttendanceBenchmarks Query

Query Code
SELECT
    * EXCLUDE (STUDENT_GROUP, TIME_GRAIN, TIME_GRAIN_END, TIME_GRAIN_START)
FROM ARBOR_MIS_ENGLAND_LIVE_BENCHMARKS.ATTENDANCE_BENCHMARKS
WHERE TIME_GRAIN_START >= DATEADD(
    YEAR,
    -6,
    CASE
        WHEN MONTH(CURRENT_DATE) >= 9 THEN DATE_TRUNC('YEAR', CURRENT_DATE) + INTERVAL '8 MONTH'
        ELSE DATE_TRUNC('YEAR', CURRENT_DATE) - INTERVAL '4 MONTH'
    END)
AI Explanation
This query retrieves attendance benchmark data from the ATTENDANCE_BENCHMARKS table and returns all columns except a few specified ones. It only includes benchmark records from the last six academic years.

Step 1: Select the columns you want
SELECT
    * EXCLUDE (STUDENT_GROUP, TIME_GRAIN, TIME_GRAIN_END, TIME_GRAIN_START)
Normally:
SELECT *
means:
"Return every column from the table."
However, this query uses:
* EXCLUDE (...)
which means:
"Return every column except the ones listed."
The excluded columns are:
· STUDENT_GROUP 
· TIME_GRAIN 
· TIME_GRAIN_END 
· TIME_GRAIN_START 
This is useful when a table contains many columns and you only want to hide a few of them instead of manually listing every column you want to keep.

Step 2: Define the source table
FROM ARBOR_MIS_ENGLAND_LIVE_BENCHMARKS.ATTENDANCE_BENCHMARKS
The FROM clause tells SQL where the data is coming from.
In this case:
"Use the ATTENDANCE_BENCHMARKS table as the source of the data."
This table likely contains benchmark attendance figures, such as attendance percentages or comparison metrics across schools, year groups, or demographic groups.

Step 3: Filter the records
WHERE TIME_GRAIN_START >= ...
The WHERE clause filters the rows.
Only records whose TIME_GRAIN_START date falls within the required time period are returned.
Think of it as:
"Only show benchmark records that started on or after a specific cutoff date."

Step 4: Calculate the start of the current academic year
The query first determines when the current academic year began.
CASE
    WHEN MONTH(CURRENT_DATE) >= 9
This checks whether today's month is September (9) or later.

If we're in September or later
DATE_TRUNC('YEAR', CURRENT_DATE) + INTERVAL '8 MONTH'
Suppose today is:
15-Oct-2025
DATE_TRUNC('YEAR', CURRENT_DATE) gives:
01-Jan-2025
Adding 8 months gives:
01-Sep-2025
which is the start of the current academic year.

If we're before September
DATE_TRUNC('YEAR', CURRENT_DATE) - INTERVAL '4 MONTH'
Suppose today is:
15-May-2025
The result becomes:
01-Sep-2024
which is still the start of the current academic year.

Step 5: Go back six academic years
Once the start of the current academic year has been identified, the query subtracts six years:
DATEADD(
    YEAR,
    -6,
    ...
)
For example:
	Current Academic Year Start
	After DATEADD

	01-Sep-2025
	01-Sep-2019


So the filter effectively becomes:
WHERE TIME_GRAIN_START >= '2019-09-01'
This means only benchmark records from September 2019 onwards would be returned.

Why use academic years instead of calendar years?
A simple filter such as:
WHERE TIME_GRAIN_START >= DATEADD(YEAR, -6, CURRENT_DATE)
would count six years from today's date.
Instead, this query aligns the reporting period with the school academic year, which typically runs from September to August.
This ensures that benchmark reporting always starts at the beginning of an academic year rather than in the middle of one.

Plain English summary
This query:
Retrieves attendance benchmark data, returns all available columns except STUDENT_GROUP, TIME_GRAIN, TIME_GRAIN_END, and TIME_GRAIN_START, and filters the results so that only benchmark records from the last six academic years are included. The cutoff date is calculated using the start of the current academic year (1 September) and then moving back six years.

DIM_Students Query

Query Code
WITH academic_year AS (
    SELECT 
        CASE 
            WHEN MONTH(CURRENT_DATE) >= 9 
            THEN DATE_TRUNC('YEAR', CURRENT_DATE) + INTERVAL '8 MONTH'
            ELSE DATE_TRUNC('YEAR', CURRENT_DATE) - INTERVAL '4 MONTH'
        END AS AY_START
),

academic_years AS (
    SELECT 
        'THIS_YEAR' AS YEAR_TYPE,
        AY_START,
        DATEADD(DAY, -1, DATEADD(YEAR, 1, AY_START)) AS AY_END
    FROM academic_year

    UNION ALL

    SELECT 
        'LAST_YEAR',
        DATEADD(YEAR, -1, AY_START),
        DATEADD(DAY, -1, AY_START)
    FROM academic_year
),

base_students AS (
    SELECT s.* EXCLUDE (
        STUDENT_ID, ETHNICITY, ETHNICITY_CATEGORY, RELIGION, 
        NATIVE_LANGUAGE_CODES, NATIVE_LANGUAGE_NAMES, EMAIL_ADDRESS, NATIONALITIES,
        CURRENT_CURRICULUM_GRADE_NAME, ADDRESS, IN_YEAR_ADMISSION, OUT_OF_AGE_GROUP_COHORT, 
        MOBILE_Y10_Y11, MOBILE_Y5_Y6, ULN, DATE_OF_BIRTH,
        YEAR_6_COHORT_YEAR, YEAR_11_COHORT_YEAR, YEAR_13_COHORT_YEAR
    )
    FROM ARBOR_MIS_ENGLAND_MODELLED.STUDENTS s
    WHERE DATE_OF_BIRTH >= DATEADD(
        YEAR,
        -26,
        CASE
            WHEN MONTH(CURRENT_DATE) >= 9 THEN 
                DATE_TRUNC('YEAR', CURRENT_DATE) + INTERVAL '8 MONTH'        
            ELSE 
                DATE_TRUNC('YEAR', CURRENT_DATE) - INTERVAL '4 MONTH'
        END
    )
),

on_roll_all_years AS (
    SELECT DISTINCT 
        e.STUDENT_UNIQUE_ID,
        ay.YEAR_TYPE
    FROM ARBOR_MIS_ENGLAND_MODELLED.STUDENT_SCHOOL_ENROLMENTS e
    JOIN academic_years ay
        ON e.START_DATE <= ay.AY_END
       AND (e.END_DATE IS NULL OR e.END_DATE >= ay.AY_START)
),

-- Split flags without aggregation
this_year AS (
    SELECT DISTINCT STUDENT_UNIQUE_ID
    FROM on_roll_all_years
    WHERE YEAR_TYPE = 'THIS_YEAR'
),

last_year AS (
    SELECT DISTINCT STUDENT_UNIQUE_ID
    FROM on_roll_all_years
    WHERE YEAR_TYPE = 'LAST_YEAR'
)

SELECT 
    s.*,
    CASE 
        WHEN ty.STUDENT_UNIQUE_ID IS NOT NULL THEN TRUE 
        ELSE FALSE 
    END AS "On Roll This Year",

    CASE 
        WHEN ly.STUDENT_UNIQUE_ID IS NOT NULL THEN TRUE 
        ELSE FALSE 
    END AS "On Roll Last Year"
FROM base_students s
LEFT JOIN this_year ty
    ON s.STUDENT_UNIQUE_ID = ty.STUDENT_UNIQUE_ID
LEFT JOIN last_year ly
    ON s.STUDENT_UNIQUE_ID = ly.STUDENT_UNIQUE_ID
AI Explanation
This query creates a list of students and adds two flags showing whether each student was:
· On Roll This Year 
· On Roll Last Year 
It also filters the student population to those born within the last 26 years and removes a number of sensitive or unnecessary columns.
The query is built using several Common Table Expressions (CTEs), which are temporary result sets created using the WITH statement.
Think of CTEs as:
"Create a temporary table, use it in later steps, and then combine everything in the final query."

Step 1: Calculate the start of the current academic year
WITH academic_year AS (
    SELECT 
        CASE 
            WHEN MONTH(CURRENT_DATE) >= 9 
            THEN DATE_TRUNC('YEAR', CURRENT_DATE) + INTERVAL '8 MONTH'
            ELSE DATE_TRUNC('YEAR', CURRENT_DATE) - INTERVAL '4 MONTH'
        END AS AY_START
)
This first CTE creates a single value called:
AY_START
which represents the start of the current academic year.
Example
If today is:
15-Oct-2025
then:
AY_START = 01-Sep-2025
If today is:
15-May-2025
then:
AY_START = 01-Sep-2024
The purpose is to ensure all calculations are based on academic years rather than calendar years.

Step 2: Create records for this year and last year
academic_years AS (
This CTE creates two rows:
	YEAR_TYPE
	AY_START
	AY_END

	THIS_YEAR
	01-Sep-2025
	31-Aug-2026

	LAST_YEAR
	01-Sep-2024
	31-Aug-2025



Current academic year
SELECT 
    'THIS_YEAR' AS YEAR_TYPE,
    AY_START,
    DATEADD(DAY, -1, DATEADD(YEAR, 1, AY_START)) AS AY_END
This calculates:
· Start of the current academic year 
· End of the current academic year 
For example:
01-Sep-2025 → 31-Aug-2026

Previous academic year
SELECT 
    'LAST_YEAR',
    DATEADD(YEAR, -1, AY_START),
    DATEADD(DAY, -1, AY_START)
This creates:
01-Sep-2024 → 31-Aug-2025
The two datasets are combined using:
UNION ALL
which stacks the rows together.

Step 3: Create the base student population
base_students AS (
This CTE pulls student records from:
ARBOR_MIS_ENGLAND_MODELLED.STUDENTS

Excluding unwanted columns
SELECT s.* EXCLUDE (...)
This means:
"Bring back all student columns except the ones listed."
The excluded fields include:
· Ethnicity 
· Religion 
· Address 
· Email 
· Nationality 
· Date of Birth 
· Mobile indicators 
· Various cohort year fields 
· Other personal or unnecessary information 
This keeps the dataset cleaner and removes potentially sensitive data.

Filtering students by age
WHERE DATE_OF_BIRTH >= DATEADD(
    YEAR,
    -26,
    ...
)
This keeps only students born within the last 26 years.
For example:
If the current academic year starts:
01-Sep-2025
then:
01-Sep-1999
becomes the cutoff date.
Only students born on or after that date are included.
This removes unusually old records that may no longer be relevant.

Step 4: Find students who were on roll during each academic year
on_roll_all_years AS (
This CTE uses the enrolment table:
STUDENT_SCHOOL_ENROLMENTS
and checks whether a student's enrolment overlaps with either academic year.

The overlap logic
e.START_DATE <= ay.AY_END
means:
The student started before the academic year ended.

and
e.END_DATE IS NULL
OR e.END_DATE >= ay.AY_START
means:
The student either:
· is still enrolled, or 
· left after the academic year began. 
Together these conditions identify students whose enrolment overlaps the academic year.

Example
Suppose:
	Student Start
	Student End

	01-Jan-2025
	NULL


and
	Academic Year

	01-Sep-2024 → 31-Aug-2025


The enrolment overlaps that academic year, so the student is considered "on roll."

Output
The CTE produces rows like:
	STUDENT_UNIQUE_ID
	YEAR_TYPE

	12345
	THIS_YEAR

	12345
	LAST_YEAR

	67890
	THIS_YEAR



Step 5: Separate this year and last year
The next two CTEs simply split the data into two lists.

This Year
this_year AS (
    SELECT DISTINCT STUDENT_UNIQUE_ID
Produces:
	STUDENT_UNIQUE_ID

	12345

	67890


for students who were on roll this year.

Last Year
last_year AS (
    SELECT DISTINCT STUDENT_UNIQUE_ID
Produces:
	STUDENT_UNIQUE_ID

	12345

	99999


for students who were on roll last year.
The DISTINCT ensures each student appears only once.

Step 6: Build the final dataset
SELECT
    s.*
The query starts with all records from:
base_students

Join the "This Year" list
LEFT JOIN this_year ty
This checks whether each student appears in the current-year list.

Create the flag
CASE
    WHEN ty.STUDENT_UNIQUE_ID IS NOT NULL
    THEN TRUE
    ELSE FALSE
END AS "On Roll This Year"
If a match is found:
TRUE
Otherwise:
FALSE

Join the "Last Year" list
LEFT JOIN last_year ly
The same process is repeated for the previous academic year.

Create the second flag
CASE
    WHEN ly.STUDENT_UNIQUE_ID IS NOT NULL
    THEN TRUE
    ELSE FALSE
END AS "On Roll Last Year"
This creates another True/False field.

Example Output
	STUDENT_UNIQUE_ID
	On Roll This Year
	On Roll Last Year

	12345
	TRUE
	TRUE

	67890
	TRUE
	FALSE

	99999
	FALSE
	TRUE



Plain English Summary
This query:
Creates a student dataset containing students born within the last 26 years, removes a number of unnecessary personal fields, determines whether each student had an active school enrolment during the current academic year and the previous academic year, and then adds two Boolean flags ("On Roll This Year" and "On Roll Last Year") showing whether the student was on roll during each period.

AGG_RC_StudentMarksTY Query

Query Code
SELECT
    a.STUDENT_UNIQUE_ID,

    /* Academic Year */
    CASE
        WHEN MONTH(a.DATE) >= 9 THEN
            TO_VARCHAR(YEAR(a.DATE)) || '/' || RIGHT(TO_VARCHAR(YEAR(a.DATE) + 1), 2)
        ELSE
            TO_VARCHAR(YEAR(a.DATE) - 1) || '/' || RIGHT(TO_VARCHAR(YEAR(a.DATE)), 2)
    END AS ACADEMIC_YEAR,

    /* Attendance Totals */
    SUM(CASE WHEN a.IS_POSSIBLE_ATTENDANCE = TRUE THEN 1 ELSE 0 END) AS TOTAL_POSSIBLE_ATTENDANCE,
    SUM(CASE WHEN a.IS_PRESENT = TRUE THEN 1 ELSE 0 END) AS TOTAL_PRESENT,
    SUM(CASE WHEN a.IS_AUTHORIZED_ABSENT = TRUE THEN 1 ELSE 0 END) AS TOTAL_AUTHORIZED_ABSENCE,
    SUM(CASE WHEN a.IS_UNAUTHORIZED_ABSENT = TRUE THEN 1 ELSE 0 END) AS TOTAL_UNAUTHORIZED_ABSENCE

FROM ARBOR_MIS_ENGLAND_MODELLED.ROLL_CALL_ATTENDANCE a

WHERE a.DATE >=
    CASE
        WHEN MONTH(CURRENT_DATE) >= 9
            THEN DATE_FROM_PARTS(YEAR(CURRENT_DATE), 9, 1)
        ELSE DATE_FROM_PARTS(YEAR(CURRENT_DATE) - 1, 9, 1)
    END

GROUP BY
    a.STUDENT_UNIQUE_ID,
    CASE
        WHEN MONTH(a.DATE) >= 9 THEN
            TO_VARCHAR(YEAR(a.DATE)) || '/' || RIGHT(TO_VARCHAR(YEAR(a.DATE) + 1), 2)
        ELSE
            TO_VARCHAR(YEAR(a.DATE) - 1) || '/' || RIGHT(TO_VARCHAR(YEAR(a.DATE)), 2)
    END

ORDER BY
    ACADEMIC_YEAR,
    a.STUDENT_UNIQUE_ID
AI Explanation
This query calculates attendance totals for each student within each academic year.
It counts:
· Total possible attendance sessions 
· Total sessions attended 
· Total authorized absences 
· Total unauthorized absences 
The query only looks at attendance records from the current academic year onwards.

Step 1: Select the student
SELECT
    a.STUDENT_UNIQUE_ID,
The query begins by selecting the student's unique identifier.
This means the final results will be grouped and reported at the student level.

Step 2: Create an Academic Year field
CASE
    WHEN MONTH(a.DATE) >= 9 THEN
        TO_VARCHAR(YEAR(a.DATE)) || '/' || RIGHT(TO_VARCHAR(YEAR(a.DATE) + 1), 2)
    ELSE
        TO_VARCHAR(YEAR(a.DATE) - 1) || '/' || RIGHT(TO_VARCHAR(YEAR(a.DATE)), 2)
END AS ACADEMIC_YEAR
This creates a custom academic year label from the attendance date.

Why is this needed?
Schools work on academic years rather than calendar years.
For example:
	Attendance Date
	Academic Year

	15-Oct-2025
	2025/26

	20-Jan-2026
	2025/26

	10-Jun-2026
	2025/26

	15-Jul-2024
	2023/24



How it works
If the month is September or later:
MONTH(a.DATE) >= 9
the attendance belongs to the academic year beginning in that calendar year.
Example:
15-Oct-2025
becomes:
2025/26

If the month is before September:
ELSE
the attendance belongs to the academic year that started the previous year.
Example:
15-Jan-2026
becomes:
2025/26

Step 3: Calculate attendance totals
The query uses SUM() and CASE statements to count different types of attendance records.
This is a common SQL technique for counting records that meet specific conditions.

Total Possible Attendance
SUM(
    CASE
        WHEN a.IS_POSSIBLE_ATTENDANCE = TRUE
        THEN 1
        ELSE 0
    END
) AS TOTAL_POSSIBLE_ATTENDANCE
For every attendance record:
· Count 1 if it was a possible attendance session 
· Count 0 otherwise 
Then add everything together.
Example
	Session
	Possible Attendance

	1
	TRUE

	2
	TRUE

	3
	FALSE


Result:
2

Total Present
SUM(
    CASE
        WHEN a.IS_PRESENT = TRUE
        THEN 1
        ELSE 0
    END
) AS TOTAL_PRESENT
Counts every session where the student was marked present.
Example
	Session
	Present

	1
	TRUE

	2
	TRUE

	3
	FALSE


Result:
2

Total Authorized Absence
SUM(
    CASE
        WHEN a.IS_AUTHORIZED_ABSENT = TRUE
        THEN 1
        ELSE 0
    END
) AS TOTAL_AUTHORIZED_ABSENCE
Counts absences that were approved by the school.
Examples might include:
· Illness 
· Medical appointments 
· Religious observance 

Total Unauthorized Absence
SUM(
    CASE
        WHEN a.IS_UNAUTHORIZED_ABSENT = TRUE
        THEN 1
        ELSE 0
    END
) AS TOTAL_UNAUTHORIZED_ABSENCE
Counts absences that were not approved.
Examples might include:
· Truancy 
· Unexplained absence 

Step 4: Define the source table
FROM ARBOR_MIS_ENGLAND_MODELLED.ROLL_CALL_ATTENDANCE a
This tells SQL:
"Start with the roll-call attendance table."
The alias:
a
is used throughout the query as a shortcut for the table name.

Step 5: Filter to the current academic year
WHERE a.DATE >=
This limits the attendance records that will be included.

If today is September or later
DATE_FROM_PARTS(YEAR(CURRENT_DATE), 9, 1)
Example:
Current Date = 15-Oct-2025
produces:
01-Sep-2025

If today is before September
DATE_FROM_PARTS(YEAR(CURRENT_DATE) - 1, 9, 1)
Example:
Current Date = 15-May-2025
produces:
01-Sep-2024

What this means
The query only includes attendance records from the start of the current academic year onwards.
For example:
If today is:
15-May-2026
the filter becomes:
WHERE a.DATE >= '2025-09-01'

Step 6: Group the data
GROUP BY
    a.STUDENT_UNIQUE_ID,
    ...
GROUP BY tells SQL how to aggregate the data.
The query groups by:
1. Student 
2. Academic Year 
This means all attendance records belonging to the same student and academic year are combined into one row.

Example
Before grouping:
	Student
	Date
	Present

	12345
	01-Sep-2025
	TRUE

	12345
	02-Sep-2025
	TRUE

	12345
	03-Sep-2025
	FALSE


After grouping:
	Student
	Academic Year
	Total Present

	12345
	2025/26
	2



Why is the Academic Year calculation repeated?
You may notice the same CASE statement appears in both:
SELECT
and
GROUP BY
This is because SQL groups using the underlying expression, not the alias.
The query must repeat the logic so SQL knows exactly how the groups are formed.

Step 7: Sort the results
ORDER BY
    ACADEMIC_YEAR,
    a.STUDENT_UNIQUE_ID
This organizes the final output.
First by:
ACADEMIC_YEAR
Then within each academic year by:
STUDENT_UNIQUE_ID

Example Output
	STUDENT_UNIQUE_ID
	ACADEMIC_YEAR
	TOTAL_POSSIBLE_ATTENDANCE
	TOTAL_PRESENT
	TOTAL_AUTHORIZED_ABSENCE
	TOTAL_UNAUTHORIZED_ABSENCE

	12345
	2025/26
	380
	365
	10
	5

	67890
	2025/26
	380
	370
	7
	3



Plain English Summary
This query:
Takes attendance records from the current academic year, assigns each record to an academic year based on a September-to-August school calendar, groups the records by student and academic year, and calculates totals for possible attendance sessions, attended sessions, authorized absences, and unauthorized absences. The results are then sorted by academic year and student.
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